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Chapter 8

Transaction Recovery
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AtomicityAtomicity
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old 
consistent 
database 

state

successful transaction
new 

consistent 
database 

state

Remember atomicity

persistent persistent

failed transaction

in-
consistent 
database 

state
volatile

Standard solution in case of failure.

all-
or-
nothing

A transaction is atomic if it 
has the all-or-nothing property.
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All …

On commit of a transaction:

Make sure that the results of all  write operations have safely 
been stored in non-volatile (stable) store.
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… nothing
target threat context 

Individual executing 
transaction 

Abort by transaction 
Abort by scheduler 
Abort by system, e.g., 
due to input error, 
programming error, 
erroneous deletion 

System in control 

All transactions in the 
system that have not 
completed  

System crash System lost control and 
must regain it, 
all data in transient 
store are lost 

All transactions from 
a given time on 

Media crash System in control, 
all data in stable store 
are lost 
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Responsibilities

Transaction 1 Transaction 2 ... Transaction n

Scheduler

Database Manager

Database

Backup/Recovery
Manager

restart

Archive Manager

restore

System crash

Individual abort

Media crash
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CorrectnessCorrectness
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Approach

General problem: Whenever a transaction must be 
aborted, how to undo its effects in the presence of 
concurrent transactions s.t.

atomicity is enforced,

concurrent transactions remain undisturbed.

correctness!

convenience!
can only be defined on schedules!

must be defined on histories!

Requirement: As with isolation, we should be able to 
formulate suitable guarantees

solely on the basis of the observable effects of transactions,
i.e., in terms of permissible schedules of commit, abort, read 
and write operations.
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Definition 8.1 (Recoverability):
A history h is recoverable if the following holds for all ti, tj
∈ trans(h):
if ti reads from tj in h and ci ∈ op(h), then cj < ci.

RC denotes the class of all recoverable schedules.

Correctness

“history”: We ignore transactions that did not yet 
complete (commit or abort).

We take a decision only after they completed.

“RC”: A successful transaction can only have read valid 
states, i.e. those originating with successful transactions.

The same is not required for aborted transactions.

A schedule is recoverable if its projection on completed transactions is recoverable.

No dirty reads! 
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Convenience

Definition 8.2 (Avoiding Cascading Aborts):
A schedule s avoids cascading aborts if the following 
holds for all ti, tj ∈ trans(s):
if ti reads x from tj in s, then cj < ri(x).

ACA denotes the class of all schedules that avoid 
cascading aborts.

Definition 8.3 (Strictness):
A schedule s is strict if the following holds for all ti, tj ∈
trans(s):
for all pi(x) ∈ op(ti), p=r or p=w, if wj(x) < pi(x) then aj < pi(x) 
or cj < pi(x).

ST denotes the class of all strict schedules.
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Example

Example 8.4
t1 = w1(x) w1(y) w1(z) c1

t2 = r2(u) w2(x) r2(y) w2(y) c2

Consider schedules (histories):

h7 = w1(x) w1(y) r2(u) w2(x) r2(y) w2(y) c2 w1(z) c1

h8 = w1(x) w1(y) r2(u) w2(x) r2(y) w2(y) w1(z) c1 c2

h9 = w1(x) w1(y) r2(u) w2(x) w1(z) c1 r2(y) w2(y) c2

h10= w1(x) w1(y) r2(u) w1(z) c1 w2(x) r2(y) w2(y) c2

RC: ti>h tj, ci ∈ s ⇒ cj <h ci
ACA: ti>s(x) tj ⇒ cj <s ri(x)
ST: wj(x) <s pi(x) ⇒ aj <s pi(x) ∨ cj <s pi(x)

 CSR RC ACA ST
h7 + -   
h8 + + -  
h9 + + + - 
h10 + + + + 
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Example

h7 = w1(x) w1(y) r2(u) w2(x) r2(y) w2(y) c2 w1(z) c1

h8 = w1(x) w1(y) r2(u) w2(x) r2(y) w2(y) w1(z) c1 c2 

h9 = w1(x) w1(y) r2(u) w2(x) w1(z) c1 r2(y) w2(y) c2 

h10= w1(x) w1(y) r2(u) w1(z) c1 w2(x) r2(y) w2(y) c2 

Suppose abort of t1 (a1 in place of c1).
h7: r2(y) dirty read, possibly incorrect w2(y):

t2 may reach incorrect final state, but due to c2 t2 cannot be undone.
h8: r2(y) dirty read, possibly incorrect w2(y):

Since no c2, t2 can and must be aborted as well.
h9: r2(y) clean read, hence w2(y) correct:

t2 can continue. Some technical effort to make sure that undo of 
w1(x), w1(y), w1(z) does not undo effect of w2(x).

h10:r2(y) clean read, effect of w2(x) not endangered.

 CSR RC ACA ST 
h7 + -   
h8 + + -  
h9 + + + - 
h10 + + + + 
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Strictness and Rigorousness
Definition 8.3 (Strictness):
A schedule s is strict if the following holds for all ti, tj ∈ trans(s):
for all pi(x) ∈ op(ti), p=r or p=w,
if wj(x) < pi(x) then aj < pi(x) or cj < pi(x).

ST denotes the class of all strict schedules.

Definition 8.5 (Rigorousness):
A schedule s is rigorous if the following holds for all ti, tj ∈ trans(s):
for all pi(x) ∈ op(ti), pj(x) ∈ op(tj), p=r or p=w,
if pj(x) < pi(x) then aj < pi(x) or cj < pi(x).

RG denotes the class of all rigorous schedules.
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Wiederanlaufbarkeit und Serialisierbarkeit

Bemerkung 8.6 (Orthogonalität)
Schnitt zwischen CSR und X für X ∈ {RC, ACA, ST} ist 
nicht leer.
CSR ist unvergleichbar (orthogonal) zu X, es gilt also 
keinerlei Teilmengenbeziehung.

⇒ Ein Scheduler muss also Serialisierbarkeit und 
Wiederanlaufbarkeit (ggf. Vermeidung von 
kaskadierendem Rücksetzen oder Striktheit) getrennt
garantieren.
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Relationships Among Schedule Classes

Remember: SS2PL generates rigorous schedules ⇒
SS2PL scheduler guarantees both, serializability and 
recoverability of schedules.

The definitions can be extended to histories. Then:
Theorem 8.6: 
RG ⊂ ST ⊂ ACA ⊂ RC
Theorem 8.7:
RG ⊂ COCSR
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Relationships Among Schedule Classes

ACA ⊂ RC: Sei h ∈ ACA und ti,tj∈h (i ≠ j).
Annahme: ti>h(x) tj und ci∈ h 
f(ACA) cj <h ri(x) 
ci∈ h f ri(x) <h cif cj <h ci
f h ∈ RC 
Die Echtheit der Teilmengenbeziehung folgt mit h8.

ST ⊂ ACA: Sei h ∈ ST und ti,tj∈h (i ≠ j).
f(ST) wj(x) <h ri(x) f aj <h ri(x) ∨ cj <h ri(x)
Annahme: ti>h(x) tj für ein x
f nicht aj <h ri(x) f cj <h ri(x)
f h ∈ ACA 
Die Echtheit der Teilmengenbeziehung folgt mit h9.

Beweis:
RG ⊂ ST: per Def. 8.5
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Wiederanlaufbarkeit und Serialisierbarkeit

Satz 8.8
CSR, RC, ACA und ST sind pcc.
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Wiederanlaufbarkeit und Serialisierbarkeit

RG
Serielle 

Historien

RC
ACA

ST

VSR

CSR
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Summary and next step

Transaction 1 Transaction 2 ... Transaction n

Synchronization via scheduler

Data manager
Atomicity, persistence

local schedule 1 local schedule n

Conflict serializable, recoverable global schedule

Isolation: Conflict 
resilience

Atomicity and persistence: 
Resilience against aborts 

and crashes

Assumption: SS2PL

Precautionary steps to 
recover from aborted 
transactions, and to 

enable recovery manager
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System architectureSystem architecture
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Our 
focus

What do we mean by “not completed”?

… nothing
target threat context 

Individual executing 
transaction 

Abort by transaction 
Abort by scheduler 
Abort by system, e.g., 
due to input error, 
programming error, 
erroneous deletion 

System in control 

All transactions in the 
system that have not 
completed  

System crash System lost control and 
must regain it, 
all data in transient 
store are lost 

All transactions from 
a given time on 

Media crash System in control, 
all data in stable store 
are lost 

 

 

Assume: 
taken care of 
in the past
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Crash recovery

Whenever the database system crashes, we must 
guarantee that after restart the system can be brought into  
a consistent state, i.e.,

all changes due to committed transactions are kept intact
all changes due to transactions aborted earlier or active 
during crash must completely disappear from the database.

Correctness of restart is critical, otherwise irreparable 
damage!

Restart must remain correct even if the system crashes 
during recovery.

Performance must not suffer too much!
Recovery must be fast!
Little overhead during normal operation!
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture

Stable Database:
Set of database pages, stored on 
stable store (usually magnetic disk).
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture

Database Cache:
Dynamic subset of database pages in volatile store. 
fetched from the stable database to be subjected to
read/write operations and written back to the stable 
database by flush.
Cache may hold a younger version of the page than 
the stable database.
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture

Stable Log:
Its entries reflect the change history of the 
Current Database. The entries must include 
information to be able
•to remove or
•to restore
on restart the effect of the respective operation.
Stable Log is kept on non-volatile store as a 
sequential (append-only or round-robin) file. 
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture

Log Buffer:
Holds log entries in volatile store 
while building them up.
Written to stable store via force.
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Transaction actions:
• begin (t)

• commit (t)

• rollback (t)

• save (t)

• restore (t, s)

Model actions during normal operation (1)

Starts transaction t.

Successful completion of t. Challenge: Make sure that all changes by t
survive all subsequent system crashes.

Failure of t to come to the desired end. Challenge: Make sure that all 
changes by t disappear from the current database.

Safe point for transaction t to allow for a partial rollback.

Rollback of t to safe point numbered s.
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Model actions during normal operation (2)

Cache model:
Usually: Transaction receives 
page cache address, reads and 
updates page items unobserved.

Hence: read ⇒ get me the
address, write ⇒ I‘m done with
the updates.

Therefore, cache manager must 
not relocate a page within cache 
or to the stable database until it is 
no longer used by the transaction.

Pin the page in cache before
using it, and unpin it when it is no 
longer used.

Database Cache

Stable 
Database

Database
Page

Database
Page

Database
Page

Database
Page

read

write

fetch flush
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Indicate that page may become unpinned.

Data actions:
• read (pageno, t)

• write (pageno, t)

• full-write (pageno, t)

Model actions during normal operation (3)

Makes sure that page pageno is in the cache and pins it there for 
transaction t. 

Issued after reading the page and updating (part of) the page. Page is 
marked as dirty.

Issued when a complete page is to be changed without prior read. Page 
is marked as dirty.

Allocates cache space for a full-write and pins the page. 

For purely technical reasons:
• unfix (pageno, t)

• allocate (pageno, t)
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Unpins the page. Done at the appropriate time.

Caching actions:
• fetch (pageno)

• flush (pageno)

Model actions during normal operation (4)

Copies a page that currently is not cached from the stable database to 
the database cache.

Copies an unpinned page from the database cache to the stable 
database provided the page is marked dirty and the version in cache is 
younger than the version in the stable database.
Page remains in cache but is re-marked as clean.

For purely technical reasons:
• pin (pageno)

• unpin (pageno)

Pins the page in cache. Automatically executed in connection with read 
and allocate. pin/unpin is entirely 

unrelated to lock/unlock. 
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Log actions:
• force ()

Model actions during normal operation (5)

Copies all log entries from the log buffer to the stable log.
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Unpins the page. Done at the appropriate time.

Caching actions:
• fetch (pageno)

• flush (pageno)

Unpin/flush strategies

Copies a page that currently is not cached from the stable database to 
the database cache.

Copies an unpinned page from the database cache to the stable 
database provided the page is marked dirty and the version in cache is 
younger than the version in the stable database.
Page remains in cache but is re-marked as clean.

For purely technical reasons:
• pin (pageno)

• unpin (pageno)

Pins the page in cache. Automatically executed in connection with read 
and allocate. Steal: Unpin on write, full-write, unfix. Flush of 

changed pages may take place anytime thereafter.
Nosteal: Unpin on commit.

Force: flush all (remaining) pages on commit.
Noforce: flush whenever convenient.



34

© 2007Univ,Karlsruhe, IPD, Prof. Lockemann/Prof. Böhm TAV 8

System start

Transaction 1 Transaction 2 ... Transaction n

Synchronization via scheduler

Data manager
Atomicity, persistence

local schedule 1 local schedule n

Conflict serializable, recoverable global schedule

cold start
restart

On system start the recovery manager is 
automatically started, i.e., it assumes it is 
being restarted after a crash. 

The recovery manager determines whether 
the system previously came to a regular end. 
If not a complete recovery is performed.
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Recovery actions:
• redo ()

• undo ()

Model actions during restart

Changes of all committed transactions are reproduced.

Changes of all uncommitted (active or aborted) transactions are 
removed. Special case: undo(t) removes changes of a single transaction.
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LoggingLogging and and cachingcaching
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These reflect the serializable order of the history.

Page sequence numbers

All data actions are “tagged” with unique, monotonically 
increasing sequence numbers.

Each database page – wherever it is – carries a page 
sequence number in its header.

It is the number of the latest write or full-write operation on 
this page.
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture
Definition 8.9 (Cached Database):
For a given schedule the cached 
database is a subset of the schedule‘s 
full-write and write actions in the  
schedule order, where for each page p 
page sequence number = maximum 
element among the write actions on p in 
the schedule.

Different pages contain 
different subsets.

Not necessarily 
chronologically contiguous.
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture
Definition 8.10 (Stable database):
For a given schedule the stable 
database is a subset of the schedule‘s 
write and full-write actions in the 
schedule order, and for each page p in it
• all write actions on p that precede the 
most recent flush(p) in the schedule are 
included in the stable database, and
• page sequence number = maximum 
element among all those included write 
actions in the schedule.

Does not imply that all write actions 
earlier than the maximum page 
sequence number in the stable 
database also are in the stable 
database.
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Stable
Storage

Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory

Database Server

Overview of System Architecture

Definition 8.11 (Current database):
Cache plus  noncached part of the stable database.
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Guaranteeing the history order

On commit of a transaction
Phase 1: Make sure that the results of all its write 
operations have safely been stored in non-volatile (stable) 
storage.

Phase 2: Release all (remaining) locks.
RC!
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Definition 8.12 (Correct Crash Recovery):

A crash recovery algorithm is correct if it guarantees 
that, after a system failure,

the current database will eventually, i.e., possibly after 
repeated failures and restarts,

be equivalent to a serial order of the committed 
transactions 

that coincides with the serialization order of history
CP(schedule).

Correctness Criterion
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Definition 8.13 (Logging Rules):
During normal operation, a recovery algorithm satisfies

the redo logging rule if for every committed 
transaction t, all data actions of t are in stable 
storage (the stable log or the stable database),

the undo logging rule if for every data action p of an 
uncommitted transaction t the presence of p in the 
stable database implies that p is in the stable log,

the garbage collection rule if for every data action p
of transaction t the absence of p from the stable log 
implies that p is in the stable database if and only if t
is committed.

Logging Rules
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Definition 8.13 (Logging Rules):
During normal operation, a recovery algorithm satisfies

the redo logging rule if for every committed 
transaction t, all data actions of t are in stable 
storage (the stable log or the stable database),

the undo logging rule if for every data action p of an 
uncommitted transaction t the presence of p in the 
stable database implies that p is in the stable log,

the garbage collection rule if for every data action p
of transaction t the absence of p from the stable log 
implies that p is in the stable database if and only if t
is committed.

Logging RulesEnsures that the results of committed transactions
are either already contained in the stable database
or are reflected in stable log such that they cannot get 
lost on system crash and, hence, can be re-executed.
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Definition 8.13 (Logging Rules):
During normal operation, a recovery algorithm satisfies

the redo logging rule if for every committed 
transaction t, all data actions of t are in stable 
storage (the stable log or the stable database),

the undo logging rule if for every data action p of an 
uncommitted transaction t the presence of p in the 
stable database implies that p is in the stable log,

the garbage collection rule if for every data action p
of transaction t the absence of p from the stable log 
implies that p is in the stable database if and only if t
is committed.

Logging RulesEnsures that the results of not yet committed transactions
are either not yet contained in the stable database
or are reflected in stable log such that they cannot get 
lost on system crash and, consequently, can be removed 
from the stable database.
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Definition 8.13 (Logging Rules):
During normal operation, a recovery algorithm satisfies

the redo logging rule if for every committed 
transaction t, all data actions of t are in stable 
storage (the stable log or the stable database),

the undo logging rule if for every data action p of an 
uncommitted transaction t the presence of p in the 
stable database implies that p is in the stable log,

the garbage collection rule if for every data action p
of transaction t the absence of p from the stable log 
implies that p is in the stable database if and only if t
is committed.

Logging RulesEnsures
that nothing is being removed from the log that is still needed
implying what safely can be removed from the log to keep it 
short.
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Overview of System Architecture
Definition 8.14 (Stable Log):
For a given history the stable log is a 
totally ordered subset of the schedule‘s 
actions such that the log ordering is 
equivalent to the schedule order.

Remark:
Entries include a transaction identifier.
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Database Cache
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Overview of System Architecture

Definition 8.15 (Log Buffer):
For a given history the log buffer is a totally 
ordered subset of the schedule‘s actions such that 
the log ordering is equivalent to the schedule 
order and all entries in the log buffer succeed all 
entries in the stable log (the log buffer contains 
the entries of the log end).
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Log Sequence Numbers

For a given history the stable log is a totally ordered subset 
of the schedule‘s actions such that the log ordering is 
equivalent to the corresponding history order.

⇒ The (action) sequence numbers determine the order of the 
log entries ⇒ assign them as log sequence numbers (LSN).
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Volatile
Memory
Stable

Storage

page qpage q

page ppage p

page ppage p

page qpage q

3155

3155

2788

4219

4215

page z       page z       
4217

write(b,t17)...

page zpage z
4158

4208

4216 write(q,t19) 4199

4217 write(z,t17) 4215

4218 commit(t19) 4216

4219 write(q,t17) 4217

4220 begin(t20) nil

page bpage b
4215

page bpage b
4215

(page/log)
sequence
numbers

Usage of (Log) Sequence Numbers
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Volatile
Memory
Stable

Storage

page qpage q

page ppage p

page ppage p

page qpage q

3155

3155

2788

4219

4215

page z       page z       
4217

write(b,t17)...

page zpage z
4158

4208

4216 write(q,t19) 4199

4217 write(z,t17) 4215

4218 commit(t19) 4216

4219 write(q,t17) 4217

4220 begin(t20) nil

page bpage b
4215

page bpage b
4215

(page/log)
sequence
numbers

Usage of (Log) Sequence Numbers
aha, noforce!

aha, steal!
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Crash Crash recoveryrecovery optionsoptions
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Unpin/flush strategies
Steal: Unpin on write, full-write, unfix. 

Flush of changed pages may take 
place anytime thereafter.

Nosteal: Unpin on commit.
Force: flush all (remaining) pages on 

commit.
Noforce: flush whenever convenient.
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Replacement strategy

update-in–place: Changed page 
replaces the old page in stable store.
shadowing: Changed page is written 
to a new place in stable store, the old 
page remains preserved.
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crash recovery algorithms

steal update-in-place nosteal or shadowing

noforce force

with-undo no-undo

noforce force
with-undo/with-redo with-undo/no-redo no-undo/with-redo no-undo/no-redo

Taxonomy of Crash-Recovery Algorithms
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crash recovery algorithms

steal update-in-place no-steal or shadowing

noforce force

with-undo no-undo

noforce force
with-undo/with-redo with-undo/no-redo no-undo/with-redo no-undo/no-redo

No recovery actions needed if it can be 
guaranteed that

an action of transaction t is reflected in the stable 
database only if commit appears in stable log,
if stable log includes a commit of t, all actions of t
are reflected in the stable database.

Taxonomy of Crash-Recovery Algorithms
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crash recovery algorithms

steal update-in-place no-steal or shadowing

noforce force

with-undo no-undo

noforce force
with-undo/with-redo with-undo/no-redo no-undo/with-redo no-undo/no-redo

If algorithm can guarantee that
an action of transaction t is reflected in the stable 
database only if commit appears in stable log,

a redo may be required to guarantee that
if stable log includes a commit of t, all actions of t
are reflected in the stable database.

Taxonomy of Crash-Recovery Algorithms
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crash recovery algorithms

steal update-in-place no-steal or shadowing

noforce force

with-undo no-undo

noforce force
with-undo/with-redo with-undo/no-redo no-undo/with-redo no-undo/no-redo

If algorithm can guarantee that
if stable log includes a commit of t, all actions of t
are reflected in the stable database,

an undo may be required to guarantee that
an action of transaction t is reflected in the stable 
database only if commit appears in stable log.

Taxonomy of Crash-Recovery Algorithms
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crash recovery algorithms

steal update-in-place no-steal or shadowing

noforce force

with-undo no-undo

noforce force
with-undo/with-redo with-undo/no-redo no-undo/with-redo no-undo/no-redo

Combined undo and redo necessary to 
guarantee that

an action of transaction t is reflected in the stable 
database only if commit appears in stable log,
if stable log includes a commit of t, all actions of t
are reflected in the stable database.

Taxonomy of Crash-Recovery Algorithms
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Evaluation

Heavy page transfer load on commit, more efficient to force 
the log.

no-redo

Inexpensive with shadowing, but restricts available locking 
options and performance.

no-undo

Immediate restart possible, but extremely costly during 
normal operation!

no-undo 
/ no-redo

costoption

Conclusion: with-undo/with-redo algorithms are the common 
choice because the higher cost on restart is more than offset 
by lower cost during normal operation!
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Prevailing strategies

update-in–place: Changed page 
replaces the old page in stable store.
shadowing: Changed page is written 
to a new place in stable store, the old 
page remains preserved.

Steal: Unpin on write, full-write, unfix. 
Flush of changed pages may take 
place anytime thereafter.

Nosteal: Unpin on commit.
Force: flush all (remaining) pages on 

commit.
Noforce: flush whenever convenient.

Matches the autonomy of cache manager
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Normal operationsNormal operations
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Basic Data Structures for Crash Recovery (1)

type Page: record of
PageNo: identifier;
PageSeqNo: identifier;
Status: (clean, dirty) /*cache only*/;
Contents: array [PageSize] of char;

end;

persistent var StableDatabase: 
set of Page indexed by PageNo;

var DatabaseCache: 
set of Page indexed by PageNo;
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Basic Data Structures for Crash Recovery (2)

type LogEntry: record of
LogSeqNo: identifier;
TransId: identifier;
PageNo: identifier;
ActionType:

(write, full-write, begin, commit, rollback);
UndoInfo: array of char;
RedoInfo: array of char;
PreviousSeqNo: identifier;
end;

persistent var StableLog: 
ordered set of LogEntry indexed by LogSeqNo;

var LogBuffer: 
ordered set of LogEntry indexed by LogSeqNo;
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Database
Page

Database
Page

Database
Page

Database
Page

Log EntryLog Entry

Log EntryLog Entry

read

write

begin

commit, rollback

write

fetch flush forceVolatile
Memory
Stable

Storage

Database Server

Basic Data Structures for Crash Recovery (3)
type TransInfo: record of

TransId: identifier;
LastSeqNo: identifier;

end;
var ActiveTrans: 

set of TransInfo indexed by TransId;
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Database Cache

Log Buffer

Stable 
Database

Stable 
Log

Volatile
Memory
Stable

Storage

page qpage q

page ppage p

page ppage p

page qpage q

3155

3155

2788

4219

4215

page z       page z       
4217

write(b,t17)...

page zpage z
4158

4208

4216 write(q,t19) 4199

4217 write(z,t17) 4215

4218 commit(t19) 4216

4219 write(q,t17) 4217

4220 begin(t20) nil

page bpage b
4215

page bpage b
4215

Basic Data Structures for Crash Recovery (4)
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Interrelationships
type TransInfo: record of

TransId: identifier;
LastSeqNo: identifier;

end;
var ActiveTrans: 

set of TransInfo indexed by TransId;

type LogEntry: record of
LogSeqNo: identifier;
TransId: identifier;
PageNo: identifier;
ActionType:

(write, full-write, begin, commit, rollback);
UndoInfo: array of char;
RedoInfo: array of char;
PreviousSeqNo: identifier;
end;

type Page: record of
PageNo: identifier;
PageSeqNo: identifier;
Status: (clean, dirty) /* only cache*/;
Contents: array [PageSize] of char;

end;

LSN: Assigned in chronological 
order. Agrees with log ordering.

Maximum LSN of a log 
entry for the transaction.

Chaining within transaction.

equals maximum LSN of 
a log entry for the page.



68

© 2007Univ,Karlsruhe, IPD, Prof. Lockemann/Prof. Böhm TAV 8

Summary of data structures
var DatabaseCache: 

set of Page indexed by PageNo;
type Page: record of

PageNo: identifier;
PageSeqNo: identifier;
Status: (clean, dirty) /* only cache*/;
Contents: array [PageSize] of char;

end;
var LogBuffer: 

ordered set of LogEntry indexed by LogSeqNo;
type LogEntry: record of

LogSeqNo: identifier;
TransId: identifier;
PageNo: identifier;
ActionType:

(write, full-write, begin, commit, rollback);
UndoInfo: array of char;
RedoInfo: array of char;
PreviousSeqNo: identifier;
end;

type TransInfo: record of
TransId: identifier;
LastSeqNo: identifier;

end;
var ActiveTrans: 

set of TransInfo indexed by TransId
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write or full-write (pageno, transid, s):
DatabaseCache[pageno].Contents := modified contents;
DatabaseCache[pageno].PageSeqNo := s;
DatabaseCache[pageno].Status := dirty;
newlogentry.LogSeqNo := s;
newlogentry.ActionType := write or full-write;
newlogentry.TransId := transid;
newlogentry.PageNo := pageno;
newlogentry.UndoInfo := information to undo update 

(before-image for full-write);
newlogentry.RedoInfo := information to redo update 

(after-image for full-write);
newlogentry.PreviousSeqNo := 

ActiveTrans[transid].LastSeqNo;
ActiveTrans[transid].LastSeqNo := s;
LogBuffer += newlogentry;

Actions During Normal Operation (1)

log data entry



70

© 2007Univ,Karlsruhe, IPD, Prof. Lockemann/Prof. Böhm TAV 8

Actions During Normal Operation (2)
fetch (pageno):

Find slot in DatabaseCache and set its
PageNo := pageno;

DatabaseCache[pageno].Contents := 
StableDatabase[pageno].Contents;

DatabaseCache[pageno].PageSeqNo := 
StableDatabase[pageno].PageSeqNo;

DatabaseCache[pageno].Status := clean;

flush (pageno): 
if there is logentry in LogBuffer

with logentry.PageNo = pageno
then force ( ); end /*if*/;
StableDatabase[pageno].Contents := 

DatabaseCache[pageno].Contents;
StableDatabase[pageno].PageSeqNo := 

DatabaseCache[pageno].PageSeqNo;
DatabaseCache[pageno].Status := clean;

force ( ):
StableLog += LogBuffer;
LogBuffer := empty;

write-ahead

May have been flushed 
earlier by log buffer manager!
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Actions During Normal Operation (3)

begin (transid, s):
newtransentry.TransId := transid;
ActiveTrans += newtransentry;
ActiveTrans[transid].LastSeqNo := s;
newlogentry.LogSeqNo := s;
newlogentry.ActionType := begin;
newlogentry.TransId := transid;
newlogentry.PreviousSeqNo := nil;
LogBuffer += newlogentry;

commit (transid, s):
newlogentry.LogSeqNo := s;
newlogentry.ActionType := commit;
newlogentry.TransId := transid;
newlogentry.PreviousSeqNo := 

ActiveTrans[transid].LastSeqNo;
LogBuffer += newlogentry;
ActiveTrans -= transid;
force ( );

log BOT entry

log commit entry

stable log!
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Definition 8.13 (Logging Rules):
During normal operation, a recovery algorithm satisfies

the redo logging rule if for every committed 
transaction t, all data actions of t are in stable 
storage (the stable log or the stable database),
the undo logging rule if for every data action p of an 
uncommitted transaction t the presence of p in the 
stable database implies that p is in the stable log,
the garbage collection rule if for every data action p
of transaction t the absence of p from the stable log 
implies that p is in the stable database if and only if t
is committed.

Correctness

Theorem 8.16:
During normal operation, the redo logging rule,
the undo logging rule, and the garbage collection rule
are satisfied.
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Forced log I/O is potential bottleneck during normal operation
→ group commit for log I/O batching

Efficiency
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RedoRedo--Winners:Winners:
ThreeThree--pass recovery algorithmpass recovery algorithm



75

© 2007Univ,Karlsruhe, IPD, Prof. Lockemann/Prof. Böhm TAV 8

Winners and losers

Basic assumption:
Transactions that have been aborted have been rolled back 
during normal operation and, hence, can be disregarded.

Winner: Winner transactions are those transactions for 
which a commit log entry is encountered.

Loser: Loser transactions are those transactions for which 
no commit entry exists in the stable log, i.e., that were still 
active during system crash.

Technical assumption:
All write actions during normal operation are full-writes.
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Simple Three-Pass Algorithm

Analysis pass:
Determine start of stable log from master record.
Perform forward scan to determine winners and losers.

Redo pass:
Perform forward scan to redo all winner actions in chronological

(LSN) order (until end of log is reached).
Re-executes committed history.

Undo pass:
Perform backward scan to traverse all loser log entries in 

reverse chronological order and undo the corresponding 
actions.
These must follow the last committed transaction in the serial 
order, hence their effects can be undone without 
endangering the committed transactions. ST or RG!

RG (COCSR)!
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restart ( ):
analysis pass ( ) returns losers;
redo pass ( );
undo pass ( );
for each page p in DatabaseCache do

if DatabaseCache[p].Status = dirty then flush (p);
end /*if/;
end /*for*/;

reinitialize StableLog;

Simple Three-Pass Algorithm

Three passes

Because undo/redo use the cache, 
the cache must be cleared before 
resuming normal operation.
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analysis pass ( ) returns losers:
var losers: set of record

TransId: identifier;
LastSeqNo: identifier;

end /*indexed by TransId*/;
losers := empty;
min := LogSeqNo of oldest log entry in StableLog;
max := LogSeqNo of most recent log entry in StableLog;
for i := min to max do

case StableLog[i].ActionType:
begin: losers += StableLog[i].TransId;

losers[StableLog[i].TransId].LastSeqNo := nil;
commit: losers -= StableLog[i].TransId;
full-write: losers[StableLog[i].TransId].LastSeqNo := i;

end /*case*/;
end /*for*/;

Analysis Pass

We register losers only.

Each ta is a 
potential loser.

ta is a winner!

Forward scan
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redo pass ( ):
min := LogSeqNo of oldest log entry in StableLog;
max := LogSeqNo of most recent log entry in StableLog;
for i := min to max
do

if StableLog[i].ActionType = full-write and 
StableLog[i].TransId not in losers

then
pageno = StableLog[i].PageNo; 
fetch (pageno);
full-write (pageno)

with contents from StableLog[i].RedoInfo;
end /*if*/;

end /*for*/;

Redo Pass

Restore the winner no 
matter how much of it is 
already in stable database!

Forward scan: restore latest valid state.
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undo pass ( ):
while there exists t in losers

such that losers[t].LastSeqNo <> nil
do

nexttrans = TransId in losers
such that losers[nexttrans].LastSeqNo = 
max {losers[x].LastSeqNo | x in losers};

nextentry = losers[nexttrans].LastSeqNo;
if StableLog[nextentry].ActionType = full-write
then

pageno = StableLog[nextentry].PageNo; 
fetch (pageno);
full-write (pageno)

with contents from StableLog[nextentry].UndoInfo;
losers[nexttrans].LastSeqNo := 

StableLog[nextentry].PreviousSeqNo;
end /*if*/;

end /*while*/; 

Undo Pass

Set of losers not 
yet exhausted?

Simulate 
backward scan 
on operations

Restore the loser no 
matter how much of it still 
is in stable database!

Loser’s next entry

Backward scan: restore latest valid state.
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Theorem 8.17:
When restricted to full-writes as data actions, the simple three-
pass recovery algorithm performs correct recovery.

For those interested in the proof :
Weikum & Vossen, pp.461-465

Correctness
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1st crash 2nd crash

resume
normal
operation

restart
complete

analysis
pass

redo
pass

undo
passanalysis

pass

redo
pass

t1

t2

t3

t4

t5

flush(d) flush(d)

1st restart
(incomplete)

2nd restart
(complete)

w(a)

w(b)

w(c)

w(d)

w(d)

w(a)

w(d)

w(e)

w(b)

flush(b)

w(f)

Sample Scenario
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Sample Scenario Data Structures

SYSTEM CRASH

21: write (f, t5)f: 2121: write (f, t5)

2020: commit (t4)20: commit (t4)

16, 17, 18b: 1819: flush (b)

18: write (b, t5)b: 1818: write (b, t5)

17: write (e, t2)e: 1717: write (e, t2)

16: write (d, t4)d: 1616: write (d, t4)

d: 1115: flush (d)

11, 12, 13, 1414: commit (t3)14: commit (t3)

13: write (a, t5)a: 1313: write (a, t5)

12: begin (t5)12: begin (t5)

11: write (d, t3)d: 1111: write (d, t3)

d: 810: flush (d)

1, 2, 3, 4, 5, 6, 7, 8, 99: commit (t1)9: commit (t1)

8: write (d, t1)d: 88: write (d, t1)

7: write (c, t2)c: 77: write (c, t2)

6: write (b, t3)b: 66: write (b, t3)

5: begin (t4)5: begin (t4)

4: begin (t3)4: begin (t3)

3: write (a, t1)a: 33: write (a, t1)

2: begin (t2)2: begin (t2)

1: begin (t1)1: begin (t1)

Log entries added to stable 
log [LogSeqNo‘s]

Log entry added to log 
buffer [LogSeqNo: action

Change of stable database 
[PageNo: SeqNo]

Change of cached database 
[PageNo: SeqNo]

Sequence number: action
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First restart

CRASHSECOND SYSTEM

d: 11redo (11)

d: 8flush (d)

d: 8redo (8)

a: 3flush (a)

b: 6redo (6)

a: 3redo (3)

Log entries added to stable 
log [LogSeqNo‘s]

Log entry added to log 
buffer [LogSeqNo: action

Change of stable database 
[PageNo: SeqNo]

Change of cached database 
[PageNo: SeqNo]

Sequence number: action

Analysis pass: losers = {t2, t5}
Redo pass + :
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Second restart

c: 0undo(7)

d: 16redo(16)

b: 6undo(18)

e: 0undo(17)

a: 3undo(13)

NORMAL OPERATIONCOMPLETE: RESUMESECOND RESTART

d: 11redo (11)

d: 8redo (8)

b: 6redo (6)

a: 3redo (3)

Log entries added to stable 
log [LogSeqNo‘s]

Log entry added to log 
buffer [LogSeqNo: action

Change of stable database 
[PageNo: SeqNo]

Change of cached database 
[PageNo: SeqNo]

Sequence number: action

Analysis pass: losers = {t2, t5}
Redo pass + undo pass:
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General writes

Full-write: Entire page is rewritten no matter how small the 
updated part of the page.

When writing/ replacing the page all earlier writes on the 
page are included.

General write: Shorter log by logging only the local 
change on the page.

More complicated redo/undo based on the page sequence 
numbers.
Local change must be intercepted by cache manager.

We stay with full-write.
See Weikum/Vossen 467-473, where all 
examples thereafter are based on general write.
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Assumption losers follow winners in 
the serial order would no longer apply!

Transaction aborts

Problem: Write actions are logged before the outcome of 
the transaction becomes known.

Transaction abort requires a rollback.
All logging information would then have to be removed. 
Otherwise there would be a loser whose undo on recovery 
must precede the redo of some winners.
A system crash may occur during rollback, and the abort 
would have to recover from this crash.
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Transaction rollback

Solution: Treat a rolled back transaction as a winner.
Create compensation log entries for inverse operations 
during transaction rollback.
Complete rollback by creating rollback log entry.
During crash recovery, aborted transactions with complete 
rollback are winners (and are redone in the right serial order), 
incomplete aborted transactions are losers.

Theorem 8.18:
The extension for handling transaction rollbacks during normal
operation preserves the correctness of the three-pass algorithm.
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Transaction rollback
abort (transid):

logentry := ActiveTrans[transid].LastSeqNo;
while logentry is not nil and

logentry.ActionType = write or full-write do
newlogentry.LogSeqNo := new sequence number;
newlogentry.ActionType := compensation;
newlogentry.PreviousSeqNo := ActiveTrans[transid].LastSeqNo;
newlogentry.RedoInfo :=

inverse action of the action in logentry;
newlogentry.UndoInfo :=

inverse action of inverse action of action in logentry;
ActiveTrans[transid].LastSeqNo := newlogentry.LogSeqNo;
LogBuffer += newlogentry;
write (logentry.PageNo) according to logentry.UndoInfo;
logentry := logentry.PreviousSeqNo;

end /*while*/
newlogentry.LogSeqNo := new sequence number;
newlogentry.ActionType := rollback;
newlogentry.TransId := transid;
newlogentry.PreviousSeqNo := ActiveTrans[transid].LastSeqNo;
LogBuffer += newlogentry; ActiveTrans -= transid; force ( );



90

© 2007Univ,Karlsruhe, IPD, Prof. Lockemann/Prof. Böhm TAV 8

Sample Scenario

crash

t1 w(a)

flush(a)

t2 w(a)

t3 w(a)

t4 w(a)w(b)

rollback

rollback


